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N-OF-1: BETTER LIVING THROUGH SELF-EXPERIMENTATION

Matthew Waage

Dr. Edward Mirielli, Thesis Supervisor

ABSTRACT

This project’s aim was to create a platform for personalized health data analysis, testing, and

prediction, making it easier for ordinary people who are interested in N-of-1 trials to do their own

self-experiments and take control of their mental and physical health. In these studies a single

subject is observed and different interventions are systematically evaluated on them over time. These

are typically longitudinal, occurring over weeks or months, with several rounds of treatments and

evaluations in the form of a number of AB assignments. In these studies wearable technology, trackers,

apps, sensors, and other IoT devices may be used to record information about the subject multiple

times per day or week, if not constantly.

In this study a singular self-experimenter collected data on themselves from several different

sources such as mood questionnaires and a Fitbit wearable, among others. This data from the various

sources was merged so that a variety of statistical methods could be performed. A few different modes

of experimenting went into this study. One experiment tested the claim that spending 15 minutes per

day writing in a gratitude journal had an effect on the subject’s mood. This was achieved through a

BABABA crossover phase design study, with each of the three phases being 28 days, for a total of 84

days in the experiment. The tests done for this experiment were the more traditional ANOVARM

and ANCOVA, which were used to discover whether the intervention (B) phases were significantly

different from the baseline (A), with relation to the subject’s mood. Another test compared the

claim that there was a difference in the subject’s mood between the two groups of pre-experiment

and during the experimental phase, through a Mann-Whitney U test. The last part of the study was

a more complex machine learning (ML) pipeline that sought to predict the subject’s mood based on

over 3 years of daily collected data. The ML pipeline ingested the data, created several different ML

models such as random forests and support vector machines, and compared which model was best

at predicting the subject’s mood. Feature importance was extracted from the best model through

SHapley Additive exPlanations (SHAP), where the weight of the various feature effects on the target,

in this case the subject’s mood, was obtained. This notified the subject which behaviors had an

effect on their mood. These different modes of experimenting were then compared, to see which was

easier to implement or understand for future self-experimenters.
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Chapter 1

INTRODUCTION

This study fuses several different experiments together. While all within the data science field

in general, involving longitudinal N-of-1 trials, and using overlapping datasets, these experiments

examine the data in different ways. There was an AB crossover phase design experiment that sought

to discover if gratitude journaling had an effect on the subject’s mood, a study that sought to discover

if the act of experimenting had an effect on the subject’s mood by separating the periods of before

and after the experiment began, and a machine learning study that sought to discover the features

that contributed most to the subject’s mood. At the end these different modes of experimenting and

analysis were compared. All of these studies are viewed through the lens of the Quantified Self.

The Quantified Self is a fairly recent ‘movement,’ or community of ordinary people that record

and analyze numerous aspects or facets of their lives to try and find any relationships that may

be present so that they may be able to understand and improve themselves. These are typically

conducted in an individualized manner throughout their daily life, this type of study being a subset

of single-case experiments or N-of-1 trials.

In N-of-1 trials a single subject or patient is observed and different treatments or interventions

are systematically evaluated on them over time. Typically, these are longitudinal studies occurring

over weeks or months, with several rounds, sequences, or phases of treatments and evaluations in the

form of a number of AB or BA assignments (at times with washout periods, wherein no interventions

take place for a time, to return to a baseline state).

In the first part of this study the intervention was gratitude journaling, with the aim to find

if this had an effect on the subject’s mood, gratitude journaling being the habit of recording and

reflecting on things that one is grateful for on a regular basis. Did the subject’s mood improve on

days they spent time gratitude journaling? In this experiment the intervention was spending 15

minutes per day journaling and thinking about things to be grateful for. This experiment was of the

1



BABABA variety, with each of the 3 phases of this experiment lasting 28 days for a total of 84 days.

The second part of the study was conducted by performing a basic test to discover if there was a

difference between the periods of before and after this experiment began. Does the simple act of

running an experiment affect one’s mood?

The main part of the study was where over three years worth of daily data on the subject was

collected to find if there were any relationships between any of those features and mood using a

machine learning pipeline. The aim was not only to predict mood scores, but also to identify the

variables that contributed the most to those mood scores. The machine learning pipeline ignores

some of the difficulty of setting up the experimental design with the AB phases, and simply compares

whether any of the features collected were related to mood by a best-fit model. The ML pipeline

ingested the data, created several different machine learning models such as random forests, support

vector machines, and linear regressors, and compared which one was best at predicting the subject’s

mood through the mean absolute percentage error (MAPE). Additionally, feature importance was

extracted from this best model through SHapley Additive exPlanations (SHAP), where the weight

of the various feature’s effects on the target, the subject’s mood, was obtained, giving a way for

the subject to change whichever behaviors may be affecting their mood the most. All of these

different modes of self-experimentation were then compared, to see which was easier to implement or

understand for future experimenters.

All of these studies use overlapping datasets. Typically in these studies wearable technology,

trackers, apps, sensors and other Internet of Things (IoT) devices are used to record information

about the subject multiple times per day or week, if not constantly. In this study the subject collected

data on themselves from several different sources such as; mood questionnaires, time and activity

tracking through a phone app, a Fitbit wearable wristwatch, a blood pressure machine, and a body

temperature monitor, among others. All of the data from these various sources was then collated

and combined so that the various statistical or machine learning methods could be performed.

Overall, this project’s aim was to create a platform for personal health data analysis, testing, and

prediction, making it easier for ordinary people who are interested in these types of N-of-1 trials to

do their own self-experiments and take control of their mental and physical health, improving their

lives. As this is an N-of-1 or single-subject experiment, any conclusions that can be drawn will only

be applicable to that single subject, but the method can be applied to any other self-experimenter.

The goal was to find clinically significant behaviors that affected the subject’s mood so that they

could change those behaviors or features.

This study draws on a lot of previous research in the areas of N-of-1 trials, single-case experimental

2



design, self-experimentation, self-tracking, quantified self, machine learning, and wearables. One

previous study in particular is the central component for much of the machine learning section, where

the authors, Shah et al., created personalized machine learning models for many individuals with

depression [1].

There are other studies that have tried to create platforms for N-of-1 trials as well, generally in

more specific or niche domains. Sleep is a common domain for self-experimenters to study and there

have been several platforms created and studies exploring how to make it easier for them to do this

such as the SleepCoacher app [2] which was analyzed and then improved upon with the help of other

studies by the same author [3], [4].

A more general purpose system is the Physiqual platform [5], which was made so self-experimenters

could collect data from several different sources and find trends between their wearables and

questionnaires. Other more recent apps in this same vein have been created for similar purposes such

as QuantifyMe [6] and Self-E [7]. The StudyMe [8] and StudyU [9] apps are for both self-experimenters

and researchers, making it easier for the latter to create and share more valid and reliable experiments

that the former may sign up for. This gives the researchers more subjects for their experiments and

the self-experimenters more validity to their self-studying.

A general overview of N-of-1 studies [10] gives the reader instructions on how to perform these

types of trials successfully. There are also extensive manuals for how to implement them, the

most correct experimental design given a study’s particular attributes, especially if they are of

a psychological or medical nature, the statistics necessary to gain meaningful insights about the

subjects, and any ethical concerns that should be considered [11], [12].

This was a multi-faceted but very interesting and worthwhile study. Studies of this nature are

able to make it so that anyone has the tools to improve themselves and their lives. Some of the

tools developed in this process are in the relatively new domain or industry of personalized medicine,

which combines all of these different data sources for people to gain insights about their health and

wellness, without the need for advanced statistical or computer programming knowledge. There

is room for growth and advancement to make these tools even more available and understandable

for the average person. The insights gained from the data and through these tools and techniques

is only applicable to the individual self-experimenter, but the possibility is there in the future for

experimenters to join a cohort and combine their data so that their results are more generalizable.

As is always a concern when dealing with human subjects we should consider how the act of studying

them and the tools used to do so is as ethical as possible. Due to this study being a self-experiment,

the subject could stop at any time and for any reason.

3



Building on all of this previous research, our aim in this study was to answer several related

questions:

(1) For a single-subject self-experimenter, does gratitude journaling, compared to no intervention,

improve their mood?

(2) Does the mere act of self-experimenting affect the subject’s mood?

(3) Can a personalized machine learning model find the features that affect the subject’s mood

the most?

(4) Are any of these modes of self-experimenting more or less difficult to perform or are the

outcomes more or less difficult to understand than the others?

This study overall was just the latest iteration in a newer kind of personalized data science and

analytics that uses wearables and questionnaires to help individual people, but there is much more

to be explored. There is a wide-open future for more studies of this micro-sized scope which not

only have the potential for incredible outcomes for individual people, and implications for not only

health policies and hospital procedures, but also for interesting and previously unknown scientific

interactions using massive amounts of data.
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Chapter 2

LITERATURE REVIEW

This project is the latest at the intersection of several different domains of study, including

psychology and psychiatry, medicine, personal informatics, and data science. Much of the previous

research in these separate domains is essentially siloed from each other, making it difficult for advances

in one to be adopted in another. This project attempted the interdisciplinary problem of trying to

combine some of the compelling findings of these various domains and studies together into a single

platform for personal health data analysis, testing, and prediction, making it easier for ordinary

people who are interested in N-of-1 trials to do their own self-experiments so that they can take

control of their mental and physical health and try to improve their lives.

There are several sub-components that, when in combination, improve upon each other and

together create a more cohesive unit that can be used to improve people’s lives in meaningful ways.

In the areas of psychology, psychiatry, and medicine, we have rigorous research on best practices

for N-of-1 or single-case experiments, the statistics necessary to verify that there was a worthwhile

intervention, and that the subject was not adversely affected by the experiment. In psychology and

psychiatry there is much research on what affects a subject’s mood, and how gratitude journaling

may improve one’s life satisfaction. Wearable technology and collected personal health informatics

can inform us about a patient’s health and wellbeing. The tools and analytics provided through a

data science framework can be used to improve on or automate much of the data collection and work

that goes into all of these separate domains.

The initial lens through which this project was first conceived is from the ‘Quantified Self’ view-

point, wherein typically non-academic data enthusiasts, biohackers, and coders, collect information

about themselves to try and improve their health and wellness. These personal- or citizen-scientists

want to understand and discover themselves through numbers, “self-knowledge through numbers,”

being a common phrase in the community. The motivation and drive for these self-experimenters
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is one of self-improvement. The phrase “What gets measured, gets managed,” attributed to Peter

Drucker, also touches on the ethos of the movement.

2.1 N-of-1

The main component and backbone of this project relies heavily on previous research into N-of-1

studies, also known as single-case experimental designs (SCED). Double-blind Random Control Trials

(RCT) are typically seen as the gold standard in experimental design, but they have their limitations

as well, such as catering to the average, not to each individual. At times a more personalized approach

is needed, such as for a rare or hard to solve case, or when a more patient-centered type of care is

desired.

There is a long history of N-of-1 trials or SCEDs, but early on they were almost entirely conducted

in the domains of psychology and psychiatry. Starting in the 1980s, the medical field adopted and

adapted these types of experiments for their own uses [11], [12]. These N-of-1 experiments involve a

single subject or patient in the experiment wherein the patient is observed, treated, and evaluated

throughout the study, potentially over weeks or months [10], [13]. The patient acts as their own

control, systematically alternating between receiving the medication or intervention, and not, for

some extended period of time. This is typically done in a crossover or cross-phase design such as in

an ABAB fashion, with the A phases being the baseline of no intervention given and the B phases of

the experiment being the intervention round [11], [12]. In some experiments, such as those involving

medications or other drugs, a washout period is suggested or required, where the patient is given

time for the medication to completely leave their system so that they can return to a more baseline

state, but in more behavioral studies this may or may not be feasible, as the subject can not unlearn

the techniques given. There are several different variations on these N-of-1 experiments with differing

complexities and uses, such as ABBA or its inverse BAAB which may be beneficial to determine

if there is a time-dependent effect of the different phases. There are also studies that vary the

intervention such as ABACAD and so forth, where the C and D sequences may be the same type of

intervention but of a different magnitude, such as an increasing dose of some medication, to find

the amount that works best for the patient, or a completely different intervention, such as gratitude

journaling or meditation.

These N-of-1 experiments can be tough to design and manage, and can often be time consuming,

but the outcomes for the individual patient can be unmatched. The patients are often very involved

in the data collection and decision making processes and because of this and the nature of why they
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enrolled in the study to begin with, are often more committed to sticking to the schedule or program

when real progress is able to be made towards improving their health [14].

N-of-1 studies do have their drawbacks and can not be used in every situation though. With

RCTs there is a certain amount of external validity, if the results of an RCT study show that there

is a significant and useful effect from medication, there can be a reasonable assurance that it will

work on a wider population. This cannot be said of N-of-1 studies where we can not generalize the

results of a single person to groups of other people. There are ways in which meta-analyses can be

conducted by combining the results from multiple similar N-of-1 studies together to ascertain if there

is a more generalizable effect, but these are much more difficult than starting with a traditional

RCT in the first place [11], [12]. Additionally, which statistical methods necessary to use on the

various N-of-1 designs can be difficult to determine as well. Whether to use simple visual analysis, a

parametric, non-parametric, time series analysis, or traditional inferential statistic all depends on the

data, and cannot be determined solely on the use of an N-of-1 trial itself [11], [12].

N-of-1s, while complicated, have been thoroughly investigated and refined over time. The gaps

in how to design them and how to interpret any results are closing, but there are areas of research

closely knit to them that still have future work to be done. There are many considerations to make

when thinking about and actually conducting an N-of-1 experiment, but one of the most notable

reasons is that a single person can potentially administer them all by, on, and for themselves.

2.2 Self-Experimentation and the Quantified Self

In the last few years there has been a growing interest and body of work in self-experiments,

studies where the researcher and subject are one in the same [15], [16]. In these studies the researcher

has found that either the data is not there and must be created themselves, or that whatever they

are studying is too intensive and unreasonable to ask for another person to subject themselves to

[17], [18]. Most often, the researcher-subject is interested in something affecting themselves, and

design a study around treating or improving whatever that may be. These self-experiments can be in

any area of life that can be measured, where some metric can be used to record a difference in some

state of being they have been or are currently in.

Sleep and how to improve it or increase the time spent in it is perhaps the most common type of

self-experiment, where the self-researcher changes some behavior or medication to see how it affects

them [2], [3]. There are other domains that can be explored as well though, from fitness and nutrition,

to mindfulness, meditation, mood and general wellbeing, to personal finance and productivity. They
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can even extend to certain diseases and disorders like Irritable Bowel Syndrome (IBS), Multiple

Sclerosis (MS), or chronic pain. Generally, the lower the barrier of entry the experiment has, with

the greatest personally assumed or analyzed effect on the individual, the more likely that the self-

experimenter will stick to and find any results from their self-study. Apps, platforms, and wearables

for analyzing each of these specific domains and problems that affect people have been created and

are in common use, such as Fitbit, Apple Health, MyFitnessPal, TummyTrials, and many more, but

a more generalizable platform, one that is more open-ended and self-created is sometimes needed for

these self-researchers [4].

Not every platform for self-experimentation is as easily used in the way that the self-researcher

wants and some are more restrictive in their design than others. There have been some platforms that

have attempted to decouple and make extensible the independent variables from the dependent ones,

with easily modifiable metrics, so that the experimenter can do exactly what they want and study

what they want on themselves, in other words a general-purpose system. There are several platforms

that follow this design, each iteration being built on the previous one and each has generally made it

easier for the self-researcher to experiment on some previously hard to collect or manage metric so

that some new effect can be studied. Physiqual [5], QuantifyMe [6], and Self-E [7] are some such

platforms that have been created to collect and manage, then combine some number of separate sets

of data together from various sources, and ultimately analyze in some way the different interventions

that the self-experimenter has implemented on themselves. The latest, Self-E, is especially interesting

because of the Bayesian techniques used to analyze the data. Other platforms have been created as

well and go even further than these, making it easier for researchers to collect and manage multiple

N-of-1 self-experiments so that meta-analyses can be conducted more easily. The StudyU [9] and

StudyMe [8] apps have been created to do just that and are just as general-purpose as the others.

These researchers and their apps are often adjacent to or directly involved with the Quantified Self,

a community of people who collect and analyze data in a number of ways to try and improve whatever

they want about themselves. Even before the smartphone, cheap sensors, and other technologies,

there have been people who have collected data about themselves to see if they could improve

something that was ailing them, or just for its own sake [19]. Since advances in wearables and the

Internet of Things (IoT) has come into the mainstream, and the general population can see their

usefulness, the Quantified Self has seen some increase in notoriety as well [20], [21]. There are many

news stories written on the topic, and even some journal articles have been published referencing

the community and a number of the self-experiments, apps, devices, and analyses that these people

use, created, or have conducted in its name [22]–[30]. Most of these self-experimenters, apps, and
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platforms, make use of or connect to wearables and other sensors to collect the data that they need

to be analyzed.

2.3 Wearables and Health Informatics

Wearables, smartphones, smartwatches, sensors, and the Internet of Things (IoT) which these all

fall under, are all used in health- and personal-informatics, and human-computer interaction. The

goal is generally of self-tracking, self-monitoring, and self-reflection. The tools that people use to

collect this personally relevant information are often made so that their data can be easily shared

or downloaded for further analysis. These tools help people gain self-knowledge about their health,

behaviors, habits, and thoughts.

Smartphones, smartwatches, and wearable fitness trackers are perhaps the most often used devices

in these types of studies and by individuals who are motivated to accomplish some of their goals

or are interested in trying to understand their behaviors. Fitbit, Apple Watch, and the Samsung

Galaxy wristwatch, are just some of the recognizable consumer-grade brands that can be used for

this purpose. Combined with their paired smartphone apps like the Fitbit app, Apple’s Health app,

or Samsung’s MyFitnessPal, there is a lot of utility that can be had for the individual to explore,

analyze, and visualize what behaviors or metrics they are trying to change.

Again, we find that fitness related objectives are a popular goal. People are most often interested

in improving their sleep, in increasing their time spent walking or exercising, or in changing their

diet and how much or what types of things they are eating everyday. There are many benefits to

these apps and platforms such as social interaction and accountability, and people tend to stick to

their goals if they have partners or interactions with people doing the same [26]. Fitness tracking

is just one of the areas that people are interested in improving though, time-tracking and general

activity data is another area of interest.

2.4 Time and Activity Tracking

Time and activity tracking has been a frequent topic of discussion in popular-psychology, self-help,

business, and even ancient ethics, but as far as modern scientific research is concerned it mainly

resides in the domain of industrial-organizational psychology, essentially exploring job-performance,

or how to get the most work out of the employee for the least amount of time. This is not the

only possibility for time-management related research though, academic performance, differences in
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personality measures, and psychological wellbeing are other areas of interest that have been explored

as well [31].

Wellbeing and distress are closely linked, and time-management skills and tools can be used

to reduce stress or increase general life-satisfaction. One’s personality can play a large role in this

however, all of the Big Five personality traits are related significantly with one’s time-management

skills [31]. Whether one is a ‘type A’ personality or has a high or low self-esteem is also correlated

with their time-management skills.

What has been found overall is that there is a moderate effect on time-management and job

performance, academic achievement, and general wellbeing. In other words, people who spend some

time structuring their time, such as through a daily or weekly planner, or specifically set aside time for

studying or other goal-oriented tasks, generally perform better at work and school or have higher life

satisfaction overall. All in all, research has found that time-management works, and how one chooses

to spend their time has large effects on their life-satisfaction. General wellbeing and life-satisfaction

are often overlooked areas of research but there is at least one domain, positive psychology, that

seeks to improve them.

2.5 Gratitude Journaling

Gratitude research in general seeks to alleviate feelings of depression and despair, and improve

general life-satisfaction, putting the human at the forefront of the study, the individual person

and their wellbeing at the center of attention [32]. Gratitude has several meanings even within

psychological research, it can mean a thing that a person is, their perspective on life, one of their

traits, or a thing that a person does, something they practice.

Gratitude journaling is the act of writing, usually on a regular basis, about all of the things,

people, and events one feels grateful for in their life, what they cherish and hold dear or close to

their heart. These can range from being grateful that one has food on their table, to having a good

friend to spend time with, or simply reflecting on smelling a nice candle that day.

Journaling is just one tool and area of research within positive psychology but there are other

ways that a person can practice gratitude. Other common interventions include writing a gratitude

letter or doing a short Three Good Things (TGT) exercise. Letters typically consist of writing a

personal note thanking an individual for something previously unsaid, though not always actually

delivered to this recipient, whereas the TGT exercise is simply putting a limit on the gratitude

journaling to three good things that happened that day or week. Ultimately the goal for much of
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positive psychology and gratitude research is to try and figure out how to make people happier.

Studies on mood and happiness are some of the staples of social-psychological research.

2.6 Mood

Happiness, depression and other mood disorders, and subjective-wellbeing in general have always

been areas of interest to psychologists and psychiatrists and this is a trend that will continue with

this study. Depression affects millions of people around the world, about 16 million Americans and

over 300 million people worldwide [1]. About 1 in 4 people will experience and meet criteria for a

mental disorder at some point in their life [33], which has massive effects on not only the individuals

afflicted but on society in general. Depression’s impact on the world’s economy alone is over $200

billion per year [1], and subclinical levels of stress, anxiety, mental anguish, and distress affect many

people around the world and throughout their lives as well [33].

Mental health apps are a common tool used to fight depression and for keeping track of one’s

mood over time. Around two-thirds of teens and young adults have used an app to track some aspect

of their health, including their mental health, and a little less than half of adults have done the same.

There are hundreds of thousands of health apps available to consumers with more than 10,000 of

those being for mental health alone [33]. Mood is often tracked easily enough on a 5 or 7 point Likert

scale, where the user is regularly notified or reminded to fill out the form, usually once per day, such

as in one popular example, the Daylio app [34] .

Many of these domains and topics, including mood research, wearables and health informatics,

and especially N-of-1 research, are combined in what could be described as a landmark study, with

the further allure, and complication, of machine learning.

2.7 Personalized Machine Learning of Depressed Mood Using

Wearables

The latest study combining many of these domains, subdomains, and topics, is from a paper by

Shah et al. [1] In this memorable study the researchers created personalized machine learning models

for each of the participants with depression, to try and explain which behaviors and other indicators

predict their individual or personalized mixture of depressed mood. Shah et al. collected fitness and

nutrition data from wearables, Ecological Momentary Assessment (EMA) and mood questionnaire

data, neurocognitive and Electroencephalography (EEG) data, and then created a machine learning
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pipeline that not only predicted each of the participant’s individual moods, but also determined

which of those variables or features had the biggest impact on their depressed mood. Much of the

study presented here then was a continuation of their work, creating a platform available for others

to use their own data and create their own machine learning models to predict their own mood or

any feature.

These many related domains, topics, and experiments give an overview of and explain any gaps

that may exist from previous interdisciplinary research. While some of the domains have extensive,

thorough, and rigorous work done already, there is still much to be done to productionize and make

freely available the results of all this work so that it can help improve people’s lives.
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Chapter 3

MATERIALS AND METHODS

First we will reiterate the research questions, then describe the participant, the overall study

procedures and general data acquisition, and how each of the various data sources were collected,

processed, and ultimately able to be aggregated, including any relevant or interesting charts, graphs,

and statistics as needed. After the data was put into a more manageable form we will then describe

the more advanced statistical analyses done and the machine learning pipeline which enabled the

feature importance charts. Here we will restate and keep the research questions in mind:

(1) For a single-subject self-experimenter, does gratitude journaling, compared to no intervention,

improve their mood?

(2) Does the mere act of self-experimenting affect the subject’s mood?

(3) Can a personalized machine learning model find the features that affect the subject’s mood

the most?

(4) Are any of these modes of self-experimenting more or less difficult to perform or are the

outcomes more or less difficult to understand than the others?

3.1 Participant

A single self-experimenter was the lone participant of this study, the author and subject being

one and the same. The subject was a graduate student at the University of Missouri, male, and 31

years of age at the end of this longitudinal project. The subject gave consent to participate in the

study, agreeing to the interventions and information collection measures, and acknowledged that

they were allowed to stop at any time and for any reason. IRB approval was not necessary for this

study because of the benign autoethnographic or idiographic nature of the study. None of the data

was confidential or needed to be de-identified or anonymized, an impossible task for an N-of-1 study,
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but despite this, some of the data collected was of a more private, personal, or sensitive nature and

may have been obscured or otherwise protected in some way so that it would be more suitable for a

public release, including some feature names being modified.

3.2 Study and Experimental Procedures

The participant took part in 2 different longitudinal studies, the longest running experiment

beginning on 01/01/2020 and carrying on through 03/10/2023, which will serve as the end of data

collection, though it is ongoing (Figure 3.1). In this first experiment the self-experimenter tracked

their mood through a daily questionnaire, several fitness metrics through their Fitbit wearable

such as steps walked per day, and also their minute-by-minute time and activity data through the

aTimeLogger app [35] on their Android smartphone. This first study overlapped with and was

ongoing as the second experiment began, which was an interventional BABABA crossover phase

design study, which started on 11/13/2022 and ended on 02/04/2023, for three 28 day phases totalling

84 days (Figure 3.2). This was the study wherein the subject spent 10-15 minutes per day gratitude

journaling, and in addition started tracking several new metrics as well. The subject spent time

gratitude journaling in an app, Presently [36] on the B days of the study and received no intervention

on the A days. The journaling could have just as easily been done on a piece of paper or in a

physical journal, but the possibility for further analysis, such as by creating sentiment scores from

the exported notes, is there for future studies.

Figure 3.1: Study Timeline

Over 3 years of the authors own self-tracked data was analyzed, with some of the features examined

having been collected from the beginning of the entire longitudinal study such as mood, pain, weight,

Fitbit data, and time and activity data, among others. For the crossover phase design experiment

that came later, a new set of features were collected such as blood pressure and temperature, in
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addition to the features from the first experiment during their overlap.

Figure 3.2: Experiment 2 Timeline

3.3 Data

As with most end-to-end data science and analysis projects, much of the time for this project

was spent on data carpentry, data engineering, and on some basic data operations, configuring and

working with several different devices, smartphone apps, and in this case on personal Fitbit and

Google accounts and applications.

Figure 3.3: Overall Data Flowchart
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Here (Figure 3.3), we can see the general overview and path taken for each of the individual data

sources, how they were preprocessed with basic massaging or munging, and how they were eventually

merged together so that further analyses could take place. Each of the top layer boxes represent the

raw data sources, generally in the form of a Google Sheet or Comma Separated Value (CSV) file, or

in some way collected through an API. In the carpentry layer that raw data was then transformed so

that it could all be combined together and prepared for further analyses or used to create charts

and graphs of several different varieties, depending on the need. In the final layer we have the list of

analyses that will be explained in more detail later.

Much of the raw data was collected through Google Forms and Google Sheets. A Form is a simple

customizable questionnaire and a Sheet is an online spreadsheet editor, similar to Microsoft Excel.

First we created the Google Forms and then linked those to their own Google Sheets within our

Google account which allowed for the answers from the Form to automatically update a Sheet. Once

the data was in the Sheet then we could easily download it. A shortcut was created to these various

Forms on our Android phone’s home screen so that we could, with the tap of an icon, access our

customized Form so that this entire data ingestion process could begin. The appeal for this general

workflow, using the mood data as an example (Figure 3.4), from tapping the icon on the phone

screen, to filling out a Form, to that data automatically being sent to a Sheet, to then downloading

that data through the Google API with a custom-made program, is that it is an easily customizable

and extensible way for the self-experimenter to create new datasets based on their individualized

wants, needs, goals, or other objectives.

Figure 3.4: Mood Data Flow
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To even begin accessing our data through the Google API, first we had to create a Google cloud

app, which we did by following a couple of different guides (https://developers.google.com/sh

eets/api/quickstart/python, https://github.com/markwk/qs_ledger/blob/master/google

_sheets/google_sheet_get_data_example.ipynb) [37], [38]. At the end of this process we were

given a Google API key and token which, when placed in the correct files and folders, allowed us to

use our custom program GoogleSheetDownloader.py, and easily download our data from the Forms

and Sheets in our Google account.

One thing to note is that when this project began the author had no experience programming or

any data science knowledge or education, so a no code approach was the only avenue towards any basic

data analysis. The author used the builtin Google Charts within Google Sheets to visually analyze

the trends in their mood, weight, and other variables. Any future self-experimenters recreating this

process or using these tools for their own purposes could stop at that stage, not needing to go any

further or go through with obtaining a Google API key and downloading the resultant data, meaning

they would not need to have any coding or programming knowledge and still be able to gain insights

and knowledge about themselves.

Due to the nature of real-world longitudinal studies, those occurring outside of the clinical setting,

there are many opportunities for confounds, outliers, and missing or incorrectly input data to arise,

even for the self-experimenting data-enthusiast. Any one of the various data sources may have had

missing or incorrect data each day. From time to time, daily in most cases, the data was reviewed for

any errors and modified if any were caught. Despite this, there may still be missing or erroneously

coded or attributed data. As this is a real-world study, activities of daily living had the potential to

interrupt segments of data collection in various ways, such as devices malfunctioning or breaking,

data uploads failing, work, sleep, or other time commitments and obligations breaking the flow of

data collection, or simply getting distracted while filling out a Form. Each of the data sources and

their confounds, potential afflictions that they experienced, how those problems were dealt with, and

how they were ultimately transformed and joined together for further analysis will now be explored

in more detail.

3.3.1 Mood Data

The heart of this study and the entire collection of datasets was the Mood Data. The subject’s

mood and its improvement being the main motivation behind the entire study, it was often the main

target for any examination, statistical analyses, or machine learning models. First we will cover how
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the Mood Data was created and any rationalizations for why the system and questions were set up

in the way they were, any problems that affected this data source, and then we will continue on to

how it was transformed for further use, including any exploratory visualizations, tables, and other

statistical analyses as needed.

Referring back to Figure 3.4, we find that the flow for the user and their Mood Data being

creating each day is; (1) tapping on a Google Form icon on their phone’s home screen, (2) filling

out the Mood Form, which (3) automatically updates a Google Sheet, which (4) is then able to

be downloaded through the Google API with our custom GoogleSheetDownloader.py. At the end

of this process we have created a CSV file that can then be sent on to the Data Carpentry layer

(Figure 3.3).

Encased within the Mood Data item we actually have three separate mood and anxiety question-

naires used altogether in this study; (1) a modified version of the Hamilton Depression Rating Scale

(HAM-D or HDRS), which turned into our custom Mood Form, (2) the Patient Health Questionnaire

(PHQ-9), and (3) its companion questionnaire, the General Anxiety Disorder 7 (GAD-7) [39]–[41].

The modified HAM-D was created for the longest running Experiment 1 (Figure 3.1), and used in

both experiments, while both the PHQ-9 and GAD-7 were created for Experiment 2 (Figure 3.2).

The self-experimenter’s flow for the PHQ-9/GAD-7 Form that began with Experiment 2 was identical

to the first, only the icon being tapped and the Form being filled out representing a different dataset.

The HAM-D, what would become our main Mood Form, was modified to fit our needs and went

through one revision since its creation. The Mood Form is separated into 2 different versions, (1) the

period of 01/01/2020 to 12/31/2020, and (2), 01/01/2021 until the present. When this revision took

place many previously tracked variables were modified and the scale or range of options on others was

changed. When the Form was first created in 2020 there were 39 variables being tracked, including

the Timestamp from when the Form was submitted. Many of these items were either too difficult

to keep track of or just uninteresting and irrelevant and were discarded, while for others items the

values on their scales were too difficult to differentiate between and their ranges were rescaled. With

the revised Mood Form starting in 2021, we reduced that number of variables being tracked to 28.

Here we have a list of all of the items present in the 2020 and revised versions of the Mood Form

(Table 3.1). Some of the items in the revised Form were dropped and a couple were added as well

with any blank areas showing where that item is not present in that Mood Form version.

For most of the Mood Form items, the subject tried to quantify their current feelings based on

each of the item’s names such as, Mood, Pain, Tired, etc. In the original 2020 Mood Form the

main Mood item was on a 0-10 scale, from Terrible to Great, with the default being a 7. For the
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Table 3.1: Mood Form Table Description
This table lists each of the items in each of the Mood Form versions, their scales or range of values

used, and a more detailed description of what is meant by each item.

19



revision this was converted to a 0-4 scale with a neutral mood of 2. This was done because it was

difficult to differentiate the meaningfulness between each of the numbers on such a broad scale. An

example of this in practice would be if the subject felt that they were doing better than an average

day, they would have given the Mood item a score of 8 out of 10 in the original Mood form or a

3 out of 4 in the updated version. Pain was the same under both versions with a 0-10 scale, from

‘Absent’ to ‘Incapacitating’ as this is the standard used in most hospital and research settings. Items

5-9 were discarded with the revision because they were too difficult to quantify. Items 10-32 were

converted from a 0-4 scale (Absent, Mild, Moderate, Severe, Incapacitating) to a 0-2 scale (Absent,

Mild/Moderate, Severe/Incapacitating), because of the difficulty differentiating between each of the

values. Items 34-40 were dropped in the revised version simply because they were uninteresting.

Irritable and Angry were combined into a single variable Irritable/Angry with the revision. Pain

location was added in the revision, which is a string field where the subject could describe where

their pain was located, if present. Weird was another variable that was added with the revision in

2021 as well, which is a catchall for any feelings that could not easily be described but were still

worth quantifying. Notes were a freeform string field where the subject could write anything that

may have affected the data collection that day. Finally, the Weight item was a float field that the

subject could input with their weight in pounds for that day. Weight was included with the Mood

Data instead of the Fitbit Data or somewhere else because they were both collected daily and it was

simply easier to add it to the Form here.

As mentioned previously, there is much room for confounds, outliers, and missing or incorrect

data in longitudinal studies of this nature. The Mood Form was meant to be completed once per day

for the entire 3 year period and with that length of time comes errors of many different varieties.

Generally, the Form was completed at around 7 p.m. each day, as that was when an alarm was set

to occur, but there were days when it was filled out earlier, later, or even the next day if a major

error occurred, forcing the subject to complete it retroactively based on what the subject thought

they had felt the previous day.

One additional piece of complexity with time-series data in general, that affects this dataset

as well, is time-leakage. As this dataset was indexed on the date, the data points in this dataset

represented their respective variables for their entire day, from 00:00:00 to 23:59:59, not since last

entry. If the questionnaire was completed at 2 p.m. on a day, that meant that even if the subject

felt some change and had a different Mood or Pain level later in the day, either better or worse, the

value that was actually recorded was the only one that counted towards any future analyses. This

means that some of the other features continued to accrue the rest of the day like Step Count and all
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of the time-based features, making it so that some portion of the features were in the future hours of

our target variable’s collection time.

Confounds arise in psychological research frequently as what is being studied, such as subjective

Mood, may have latent unaccounted for variables that are affecting them. Real-world non-clinical

research is also affected by confounds to an even greater degree as not everything the subject

experiences can be controlled for. For this study there were several known confounds that were not

or could not be measured and many that were unknown. Many things in a subject’s life throughout a

longitudinal study can change, especially the longer it persists. A couple possible confounds perhaps

most closely related to the Mood dataset is that the subject started taking creatine supplements and

several different vitamins throughout the study. These have the potential for affecting some of the

other variables collected but were not recorded. Another possible confound unaccounted for could be

changes in diet or water intake but others are unknown. Any of the time related confounds such as

different life events, social life changes, or work and sleep schedules will be covered in the Time and

Activity Data section.

Confounds were not the only potential problems affecting this data though, missing data being

another avenue for errors. Missing data was actually not as much of a problem as expected and

for the 2020 Mood Data the only variable that had any significant data missing was the Weight

variable, with nearly 25% of the days not having a weight input. This would happen from time to

time because the subject’s routine may have changed or they simply forgot to weigh themselves

on some days. With the revised Mood Data that number was reduced to 13.13% though after the

carpentry was performed a Weight was created for any missing days based on the previous day’s

value. A more in depth look at the missing values can be seen with Table 3.2.

With the revision in 2021 much of the data in 2020 had to be converted to the new scale. The

values in item 2, Mood, were assigned new values with 5 and below on the 2020 scale being converted

to a 0, any 6 values being converted to a 1, any 7 values being converted to 2, any 8 values being

converted to 3, and any 9 or 10 values being converted to a 4. Items 10-32 were rescaled as well with

any 0 values staying the same at 0 on the new scale, any 1 or 2 values being converted to 1, and

any 3 or 4 values being converted to 2 on the new scale. In other words they were rescaled from

the 0-4 scale with Absent, Mild, Moderate, Severe, Incapacitating, to a 0-2 scale of Absent, Mild or

Moderate, and Severe or Incapacitating.

With the many different items from the different versions of the Mood Form all on the same

scale, further analysis could take place. With Table 3.3 and Table 3.4, we are given an overview of

the data after resampling was performed, which created a Date value for any of the missing days
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Table 3.2: Mood Form Missing Data
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throughout the 3 year data collection, but before any carpentry like filling in those now missing

values was actually performed. Table 3.5, and Table 3.6 describe the full Mood Data set after all

carpentry was performed.

Table 3.3: Mood Form Table

Table 3.4: Mood Form Statistics

Table 3.5: Mood Form Table Full

Table 3.6: Mood Form Statistics Full

Table 3.7: Mood Form Percentages

Now we will show a few of the more interesting trends with the full Mood dataset. Mood of

course being the main motivator, we will examine it first. Figure 3.5 and Figure 3.7 show us the

general trends for the subject’s mood for the entire 3 year period of the study. We can see how

over time there were periods of high, low, or neutral moods. Despite the highest score possible of 4

for Mood, Great, not being recorded, we can see with Figure 3.6 that there were more Good than

Bad and Terrible days. Overall 79.66% of the Mood scores were 2, Neutral, which on the 2020 scale

would have been a 7 out of 10. A score of Good, accounted for 16.48% of the days, and the scores of

Bad and Terrible were 3.52% and 0.34% respectively. Table 3.7 gives us a more in depth look at the

distributions for each of the Mood Form items.
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Figure 3.5: Mood Over Time
We can see the trend over time for the subject’s Mood, with periods of Good, Neutral, and Bad or

Terrible moods.

Figure 3.6: Mood Histogram
We can see the subject had more Good than Bad or Terrible values for their Mood, but for the most

part remained neutral.
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Figure 3.7: Mood Timeline Heatmap
For each of the year-long periods of the Mood item data we can see the value for the subject’s mood

for each day, the day of the week, and each month as well, with bands of Good or Bad moods,
though mostly remaining neutral throughout the 3 year period.
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Another interesting trend was with the Pain item. Here (Figure 3.8, Figure 3.9) we can see how

the subject’s pain began to subside in May of 2021, and as we will see in the Time and Activity

Data section, this trend coincides with when the subject began to go to the gym on a more regular

basis. The majority of Pain scores were 0, or Absent with 82.92%, with the next most having a score

of 1 with 14.51%, 2 with 2.49%, and 3 with 0.09% of the total scores. We can see how the subject

did not experience any Pain above a 3, but for almost the entire first half of data collection they

had much more regular or chronic low-grade Pain. Even visually inspecting the data like this can

give the self-experimenter insights about themselves and is one form of analysis often used in N-of-1

studies similar to this [11], [12].

Figure 3.8: Pain Over Time
We can see there was a drop-off in Pain starting in May of 2021 when the subject started spending

more time in the gym.

One more variable worth inspecting here is the Weight item. With Figure 3.10, Figure 3.12, and

Figure 3.11 we can see how there was a lot of variation in the subject’s Weight. This also coincides

with the increase in time spent at the gym similar to the Pain item.

Once each of the datasets are explored in more detail then we will examine each of their

relationships with the subject’s Mood and the other items in the Mood Form in more detail. The

Mood Form was not the only mood questionnaire though, we also created a new Google Form for

the start of Experiment 2, a combined Patient Health Questionnaire (PHQ-9) and General Anxiety

Disorder 7 (GAD-7) [40], [41].

The PHQ-9 and GAD-7 are typical questionnaires used in hospitals and other psychological

26



Figure 3.9: Pain Timeline Heatmap
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Figure 3.10: Weight Over Time

Figure 3.11: Weight Histogram
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Figure 3.12: Weight Timeline Heatmap
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research settings which aim to quickly discern the level of a patient’s depression and anxiety, if any.

They are often used by medical professionals to decide whether the patient should be admitted for

a psychiatric event or if they are in a crisis of some sort. These questionnaires were used in this

study for a more peer-reviewed, valid, and reliable measure compared to our custom Mood Form

questions. There are more in depth and robust versions of these measures but as the subject was

already collecting many other measures in their daily life they wanted to keep this one brief. This

combined PHQ-9/GAD-7 Google Form had the same data flow as the Mood form (Figure 3.13) but

was completed only once every 2 weeks instead of daily. The PHQ-9/GAD-7 data collection started

with Experiment 2 on 11/13/2022. With Table 3.8 we can see each day this Form was completed

and the start of each of the phases.

Table 3.8: Experiment 2 Phases

Figure 3.13: PHQ-9/GAD-7 Data Flow

Unlike the subjects in the Shah et al. paper [1], this study did not require or draw its subjects

from a clinically depressed population, and we therefore did not find any relationships for these

items over the period studied. If the subject were to score high enough on these measures then

consideration for stopping the experiment altogether could be made.

Overall the Mood dataset was extremely thorough and details much about the subject, and for
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any future self-experimenters there is much that can be learned collecting even one of these measures

regularly and creating basic visualizations or statistical analyses about them, but the next section

may reveal even more insights.

3.3.2 Time Tracking and Activity Data

While the Mood data may be the heart of the study and main motivator for analysis, the Time

Tracking and Activity Data is where some of the most revealing insights and opportunities for change

and improvement for each of the variables like Mood comes from. First we will cover how this data

was created, how the system was set up, descriptions of each of the activities recorded, any problems

that may have affected this data source, and then we will continue on to how it was transformed for

further use, including any visualizations, tables, and other statistical analyses as needed.

The Time Tracking and Activity data was collected for Experiment 1 during the entire 3 year

period (Figure 3.1), through the aTimeLogger app [35] which is available on the Android Play

Store or Apple App Store. As is recommended by Daskalova et al. [4], a period of prototyping and

exploration before the main experiment begins was conducted. During this period, the last few weeks

of 2019, the subject tried several different apps and methods for the purpose of time tracking and

after some refining, revision of the activities, and better understanding of the dataflow, found that

the aTimeLogger app filled their needs for data collection the best. With Experiment 1 started, we

can see the flow for the time tracking and activity data source now. First we will view how the data

was actually recorded throughout the day and a more detailed description of each of the activities.

Figure 3.14: aTimeLogger Process
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Here (Figure 3.14), we have the flow for how aTimeLogger was used throughout the day. The

widget on the subject’s Android smartphone home screen was pressed as each activity such as

Work, Sleep, or Walking, occurred. The subject pressed the icon when the activity started and

tapped the stop button as they ended. If any errors occurred, such as incorrectly selecting the

wrong activity, then revisions or deletions could be made in the app. Periodic review of the list of

activities was performed to ensure that missing or incorrect activities were reduced to a minimum.

For organizational purposes a file structure was set up within the app and several groups were created,

such as the Hobbies and Social categories, where more specific activities of that nature were grouped

together. With Figure 3.9, we will now describe each of the activities in more detail.

The activities were originally based on the American Time Use Survey [42], but were modified

and made more specific to the subject’s personal activities that they experienced, performed, or took

part in. Multiple activities could be selected through the app but this was reduced to a minimum

by the subject. The option was there for the subject to select Eating and Drinking during Friends

Time, but only two were typically selected as a self-imposed maximum number of activities at any

one moment.

Despite the activities being a block of time, there were instances where the subject would briefly

stop performing the activity such as getting something from another room while the selected activity

in the app continued running, an example being getting up to grab some food while Internet or

Movies/TV continued to record. Only when the activity was completely physically stopped, and a

new activity began, was the activity also stopped in the app. Now we will describe the flow from the

everyday recording to data that could be used for further analysis.

With Figure 3.15, we can see how this data source had a similar data acquisition flow to the

Mood data from before with; (1) tapping on aTimeLogger widget icons on their phone’s home screen

as activities throughout the day occurred, to (2) sending that report to a Google Sheet, to (3)

downloading that data through the Google API with our custom GoogleSheetDownloader.py. At

the end of this process we have created a CSV file that can then be sent on to the Data Carpentry

layer (Figure 3.3).

Within the Time and Activity Data Carpentry step is our custom preprocessing program,

ActivityStats.ipynb, that converts the activity data created by the aTimeLogger app into a form

that can be merged with all of the other data on their linked Date columns. Table 3.10 and Table 3.11

below shows what that transformation from one to the other looks like.

Our custom program creates a CSV file that is indexed on the Date like the Mood data. This

program finds each of the activities for each day and counts how frequent they occurred during
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Table 3.9: Activities Description
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Figure 3.15: Time Data Flow

34



Table 3.10: aTimeLogger Table

Table 3.11: Time Data Table

Table 3.12: Time Statistics
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that day, how much time was spent in seconds on that activity per day, the 7 day rolling average

for each activity, and a more human readable time format of that activity that is used for several

charts and graphs. As we can see in Table 3.9 there are 40 activities total while this program creates

four columns per activity for each day, thus creating a table 161 wide including the Date column.

Table 3.12 shows a snippet of that processed table’s general statistical distributions

As with the Mood data there are many chances for confounds, outliers, and missing or incorrect

data to arise. Many of the time-related confounds may actually be represented with this data though,

such as any changes in life like social life changes, or work and sleep schedules transitions. The

differences in the various activities and how they change over time really do represent those different

life changes. Something else to note is that due to the nature of time-tracking data, there are only so

many minutes or seconds in a day, and despite some of the days having more time tracked than there

is actual time in the day, due to the possibility of multiple activities being tracked simultaneously,

there is a Poisson distribution in effect for much of the Time and Activity Data.

There were days in the 3 year period of data collection where some of the activities became

outliers. One example being a several day period where the subject spent time Driving across a

few states and then back, resulting in a massive amount of Driving time relative to the rest of the

dataset. This and other points may be outliers, but they were not discarded.

Missing or incorrect data was harder to identify because the time data was created constantly

and if a period of time passed and a review did not occur or had not caught an anomaly then there

was typically no way to know which activity was missing or incorrectly attributed. There were

some instances where it was obvious however, such as a long period of Grooming when the subject

normally was Sleeping. In cases like these then the subject could guesstimate that they accidentally

misattributed the activities, and a correction was made for that instance in-app. True missing data,

such as an activity that was not tracked at all for a period, was much more difficult to identify and

replace and for the most part was left missing unless the event was memorable in some way. Some

activities were more inconsistently tracked as well such as Eating, which may or may not have been

tracked if the subject quickly ate something small like a snack, unless it was especially filling or

caloric dense.

We will look at a few of the more interesting time related charts and graphs for this data source

now. First we will look at our custom timeline chart that shows each activity’s per-second tracked

data for the entire 3 year period.

Originally created as an interactive dashboard where the user was able to hover over any of the

bars for more specific information about each activity, the Figure 3.16 timeline chart shows the
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Figure 3.16: Activity Timeline
Here we have a timeline of the subject’s life for the entire 3 year period. On the Y-axis we have each
Date and on the X-axis we have the within-day hourly and minute data. Each horizontal colored bar
represents an instance of an activity for each day. We can see the general trend for the subject to
wake up at around 6 p.m., go to work at 7:30 p.m. and work through the night until 8 a.m. In May
of 2021 we can see a change with the added time spent going to the Gym after work for about an

hour each day.
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subject’s entire 3 year period of their personal per-second time tracked data. This is not only a

timeline chart on one time axis, it is on two time axes, more clearly showing the shifting nature

of activities through the days. The Y-axis, in descending order from the oldest to most recent

date, represents each day in the time dataset, while on the X-axis we have each particular activity

represented by a horizontal colored bar which shows that particular instance’s start and end times,

from 00:00:00 to 23:59:59. With Table 3.13 we can see a detailed statistical description of each of

the activities for the entire 3 year period which includes statistics like the total number of instances

of that activity, how many times on average that activity occurred per day, the percentage of the

time that activity occurred, and the minimum, maximum, and quartile distributions as well, among

several others. Table 3.14 shows us a more human readable average time spent on each activity plus

or minus the standard deviation.

Table 3.15 shows us the total time tracked in the dataset, the total number of instances of all of

the activities, the total average number of activities per day and the standard deviation activities per

day, as well as the minimum, maximum, and quartile ranges of the activities per day. We will note

here that the subject had on average about 27 activities throughout the day, plus or minus 7. This

statistic shows how frequently the subject would take their phone out and go through the process

described in Figure 3.14. In this process the subject would get out their phone and tap one of the

activities on their home screen to start the new instance of activity tracking and, generally at the

same moment, stop another activity, on average about 27 times per day for the entire 3 year period.

As the Figure 3.16 chart and descriptive statistics are perhaps only truly interesting for deep

inspection, analysis, and introspection specific to the self-experimenter, with their unique domain

knowledge of themself, we will move on to more specific activity timelines and their related charts

and statistics. There were 3 activities that took up the lion’s share of time in the subject’s life for

the 3 year period which we will examine more in depth now.

Sleeping is a large part of everyone’s lives, and for this subject that was no different. The subject

spent an average of about 7 hours per day Sleeping for a total of about 34% of their life for the

duration of the data collection. One irregularity of note is that the subject was typically a night

shift worker for the entire 3 year period and thus had the opposite schedule from the average person,

waking up at about 6 or 6:30 p.m. and Sleeping anywhere from 10:00 a.m. to about noon. The

abrupt cutoffs are visible in Figure 3.17 when they were woken up from an alarm, however, on off

days their sleep could be completely flipped as they may have shifted to dayshift for a short period.

Originally an interactive dashboard as well, the longer upper tail seen in Figure 3.18 is responsible

for bringing the average up somewhat, with a minor bimodal distribution around the 60,000 second
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Table 3.13: Activity Statistics
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Table 3.14: Activity Statistics Standard Deviation

Table 3.15: Activity Statistics Total
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Figure 3.17: Sleeping Timeline
Here we can see how the subject generally woke up at about 6 p.m. for work but had more

variability on when they went to sleep depending on if they were working or not.
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or about 16 and a half hour mark, each 30,000 seconds being a little over 8 hours. This histogram

shows a semi-normal distribution with an abrupt cleft which can be explained by the subject’s work

schedule, when their alarm was likely to sound and interrupt their sleep.

Figure 3.18: Sleeping Histogram

Figure 3.19 and Figure 3.20 show us a couple different views of the Sleeping data, how it is

distributed, and how it changed over time. A slight increase in the time spent Sleeping can be seen

from the beginning of the data collection to the end, which may be attributed to the slight decrease

in Working over time.

Figure 3.21 shows us an interactive Github style heatmap dashboard, each Z value, represented

by each box’s color, shows us which days were spent Sleeping more or less than average, bands of the

brighter blues in this case visible during the week as Working on the weekend, Friday, Saturday, and

Sunday nights, became the norm in August of 2021.

Figure 3.22 shows us that change in work schedules, any days where the count of Working for

that day was 1 meant that the subject either was starting work that night, typically at 7:30 p.m.

or leaving it in the morning at about 8 a.m. A day that had 2 or 3 counts of Working meant that

the subject worked both in the morning, starting the new day at 00:00:00 by continuing their shift

from the previous night, until the end of their shift at 8 a.m, and then Working again sometime later
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Figure 3.19: Sleeping Timeline Barchart

Figure 3.20: Sleeping Timeline Scatter
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Figure 3.21: Sleeping Durations Timeline Heatmap
We can see bands of brighter blue during the week starting in 2021 when the subject switched their

work schedule to weekends.
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that day or night. Figure 3.23 and Figure 3.24 give us the Working schedules in a different view of

those distributions as well. Overall, the subject spent less than half the days Working, a little less

than 23% of their life during the 3 year period, but for about 12 hours at a time for a work week of

typically 36 hours. Together, Sleeping and Working accounted for about 57% of their time, but there

was at least one other activity that took a large chunk out of their time as well.

Figure 3.22: Working Counts Timeline Heatmap

Internet and computer usage took up a little more than 23% of the subject’s total time, and

overall, Sleeping, Working, and Internet took up about 80% of their time, for better or worse. This

corresponds to about 19 hours in the day being accounted for with just these 3 activities, leaving all

of the other 37 activities being tracked about 5 hours of the day to compete for their share. With
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Figure 3.23: Working Timeline
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Figure 3.24: Working Histogram

some activities being able to be tracked simultaneously, this is not exactly true though, the Working

activity especially susceptible to overlaps such as with Programming, Studying, or Reading. We can

see changes in the subject’s time-usage however, with an increase in Gym time starting in about May

of 2021, where new sections of time were carved out for the increase in the new time-commitment.

Figure 3.26 and Figure 3.27 shows that increase in Gym and the corresponding decrease in Internet

can be seen with Figure 3.28

Before we move on to the next section, first we will examine the activity that the subject spent

time on for Experiment 2, gratitude journaling. The Journaling activity was collected in the same

way as the rest of the time tracking data like Working and Sleeping, in the aTimeLogger app. This

was typically done for about 10 to 15 minutes per day, for each of the 3 separate 14 day B phases

of the experiment, the only notable difference specific to this activity being that the subject also

recorded their thoughts in an app, Presently [36], as that time was being recorded. The subject

typically did this Journaling at about 7 p.m. for this experiment, right before completing the Mood

and PHQ-9/GAD-7 Forms. With this data in a file and able to be easily exported, similar to our

other pipelines through our GoogleSheetDownloader.py, there is a future for further analysis such

as sentiment analysis that could be explored. One thing of note here too is that there is one day in
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Figure 3.25: Internet Timeline
The shift to more time spent on Internet can be seen beginning in May of 2021, where a chunk of
Internet is cut out from when the subject typically arrived home from Working, and instead went to

the Gym.
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Figure 3.26: Gym Durations Timeline Heatmap
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Figure 3.27: Gym Timeline Scatter

Figure 3.28: Internet Timeline Scatter

50



the 3rd B phase of the experiment where the subject missed one day of Journaling (Figure 3.29).

This was always a possibility and why such a large number of phases and total days in the experiment

was considered and ultimately undertaken.

Figure 3.29: Journaling Durations Timeline Heatmap

Overall, these detailed and interactive visual explorations of how one spends their time can be

used to gain great insight into one’s life, and the corresponding descriptive statistics can help drive

introspection even further. A future self-experimenter may find that they are spending too much

time on things that they wish were not and less on things they wish they were, fomenting real change

and improvement. The Time Tracking and Activity Data may be where some of the most interesting

insights are gained, but the next datasource may have implications for one’s health and fitness.
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3.3.3 Fitbit Data

For the Fitbit Data source we will first cover how this data was created and how the data collection

system was structured, descriptions of each of the different features recorded, any problems that may

have affected this data source, and then we will continue on to how it was transformed for further

use, including any visualizations, tables, and other statistical analyses as needed.

Within the Fitbit Data item in the Raw Data layer seen in Figure 3.3 we have a fairly simple

data flow compared to the rest of the datasets, consisting of (1) simply wearing the Fitbit watch

throughout each day, and (2) downloading the subject’s data through a custom program which (3)

creates a CSV file that can be joined with the rest of the data. To actually be able to access the

subject’s data though, they had to request and be granted a Fitbit API key. Beginning and following

along with the tutorial on the Fitbit developer’s document page (dev.fitbit.com/apps), the subject

went through the process of obtaining an API key. Once that was complete, the data download was as

simple as specifying the date range of data requested within our custom fitbit_downloader.ipynb,

typically done in several smaller chunks that were then combined. The Fitbit data collection started

for Experiment 1 with the subject wearing the watch throughout every day, typically only taking it

off to charge for half an hour to an hour on most days throughout the 3 year period, even wearing it

while Sleeping. Once the data was done being collected, queried from the API, and downloaded into

a CSV, we were able to send it to the Data Carpentry layer.

The Fitbit Data Carpentry was done in much the same way as the Mood Data, resampling the

data on the Date in case any dates inside the period downloaded were missing, such as if the patient

was not wearing the Fitbit for entire days at a time. Any of those missing values were replaced with

the mean value for that variable.

This dataset included fewer variables than the rest of the datasets so far, these being the per day

Step Count, Number of Floors walked up, Resting Heart Rate, and the general descriptive statistics

for Heart Rate for each day, which can be seen with Table 3.16. The descriptive statistic Heart Rate

features in this data set, all except for Resting Heart Rate, were engineered based on the intra-minute

Heart Rate data captured by the Fitbit. This meant that for each day the minimum, maximum, and

so on Heart rate were found from the 1440 minutes in each day. There were several other options

available as additional data points through the Fitbit API that the subject’s watch was recording,

such as the subject’s sleep beginning and end times, similar to the Sleeping activity from the Time

Tracking and Activity Data, but these were deemed irrelevant, unnecessary, or already accounted for

in the other datasets.
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Table 3.16: Fitbit Description

There were of course the usual outliers, and missing or incorrect data. As the Fitbit had to be

worn for any data collection to occur at all, there were hours or days with missing data, including a

week-long period when the subject had to replace a broken watch. The Fitbit was not perfect even

if being worn correctly though, there were times when the device would erroneously record steps

when the subject was doing other activities like Drumming or going to the Gym. There were several

outliers as well, such as one day in 2021 when the subject spent most of the day walking with friends,

greatly inflating the maximum Step Count and Number of Floors compared to other days, these

were not discarded however.

With the Carpentry Layer complete and the Fitbit Data ready to be merged with the other

datasets, we will show a snippet and basic statistical description of this dataset with Table 3.17

and Table 3.18 and then a few of the more interesting trends. As one of the main selling points of

the Fitbit is as a pedometer, we will look at Steps Count first with Figure 3.30, Figure 3.31, and

Figure 3.32 giving a good overview of this feature.

Table 3.17: Fitbit Data Table

Table 3.18: Fitbit Statistics
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Figure 3.30: Step Count Over Time

Figure 3.31: Step Count Histogram

Figure 3.30 gives us a look at how the subject’s number of steps per day changed over time. We

can see at least one major outlier, but there are also some interesting changes in the trends such as a

bump in the average number of steps around August of 2021, when the subject started Walking to

Class for their first semester of graduate school. We can see that this trend lessened somewhat but

never returned back to its previous average, with much fewer near-zero Step Count days as time

went on. Figure 3.31 shows us how the Step Count feature was distributed, with a minor bimodal

section near zero, either because the Fitbit was not recording, was not being worn, or because the

subject just was not actually moving very much that day. The subject had an average of about 6102
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steps walked per day.

Figure 3.32: Step Count Timeline Heatmap
This gives us yet another view of the Step Count data, this time showing some hot and cold zones of
increased or decreased activity like the differences in the week vs. the weekend in 2022, when the

subject shifted their work schedule (Figure 3.22).

With Figure 3.33 we are shown the distribution for the intra-minute data for the subjects heart

rate, with 1,706,400 per-minute heart rate values in this dataset. We will leave this section with

Figure 3.34 and With Figure 3.35.

Overall, these visual explorations of one’s fitness metrics can be used to spur oneself into more

action. The self-experimenter may ask “Am I as active as I should be?” or “Am I doing everything I

can for my heart health?” The Fitbit Data may offer insights to lifestyle changes that one can make,
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Figure 3.33: Heart Rate Histogram

Figure 3.34: Resting Heart Rate Over Time

Figure 3.35: Heart Rate Mean Over Time.png
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but the next datasource explores questions like the latter with several new health metrics.

3.3.4 Vital Signs Data

For the Vital Signs Data source (Figure 3.3) we will first cover how this data was created and

collected, descriptions of each of the different features recorded, any problems that may have affected

this data source, and then we will continue on to how it was transformed, including any visualizations,

tables, and other statistical analyses as needed.

This data was collected using nearly the same process as the Mood Data with the addition

of (1) the subject self-administering their own vital signs through a blood-pressure monitor and

thermometer once per day, but after that the processes were identical, by inputting that data through

(2) a Google Form, which (3) automatically uploaded to a Google Sheet, and was able to (4) be

downloaded through our GoogleSheetDownloader.py as seen in Figure 3.36.

Figure 3.36: Vitals Data Flow

This data collection began with the start of Experiment 2 on 11/13/2022 and was recorded every

day after that for each of the different phases and beyond (Figure 3.1). The collection times varied

some but were generally completed at about 7 p.m. like the other Forms, after Journaling but before

completing the Mood and PHQ-9/GAD-7 Form. After the data was finished being collected then the

carpentry layer could begin. A description of each of the fields in the Vitals Form can be seen with

Table 3.37. For the Vital Signs Data Carpentry we did some feature engineering and created a new

variable, Mean Arterial Pressure, which is the weighted average of the Systolic and Diastolic blood

pressures.

The Vitals Data Carpentry had the same steps as the Mood and Fitbit Data, resampling the

data on the Date in case any dates inside the period requested were missing, such as if the subject
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Figure 3.37: Vitals Description

did not take their vitals for a day. Any of those missing values were replaced with the mean value for

that variable. One thing to note here is that for the period of Experiment 2, the subject generally

took their vitals at about 7 p.m., and because they had a variable Sleeping schedule, most of the

time going into work at 7:30 p.m., on those work days they took their vital signs soon after waking

up and on non-working days they may have been taken after being awake for most of the day.

Table 3.19: Vitals Data Table

Each of these statistics in Table 3.20 has the opportunity to give some insight for the self-

experimenter, the blood pressure measures especially having great potential for their long term health

and wellness. A normal or good blood pressure is usually around 120/80, meaning 120 Systolic

and 80 Diastolic. As the subject’s Systolic is averaging around 130, they may have an elevated

risk of hypertension which is worth investigating further [43]. We will view a few of the more

interesting trends with this dataset now, starting with the Systolic and Diastolic Blood Pressures.

The Systolic and Diastolic blood pressures seem to be trending upwards, which is worth noting for

the self-experimenter, but is there a reason behind this? Figure 3.39, Figure 3.40, and Figure 3.41

also seem to show a general trend upwards for each of their respective features as well.
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Table 3.20: Vitals Statistics

Figure 3.38: Blood Pressure Systolic and Blood Pressure Diastolic Over Time
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Figure 3.39: Mean Arterial Pressure Over Time

Figure 3.40: Vitals Heart Rate Over Time

Figure 3.41: Respiration Rate Over Time
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The Vital Signs Data seems to offer a lot in the way of future analysis and probes the question of

if the subject is doing everything they can to be in the best health possible. There is one final dataset

to briefly explore before we move on to the statistical analyses and machine learning sections.

3.3.5 TempoDisc Data

In this section we will briefly describe the TempoDisc Data source, how the data was gathered,

descriptions of each of the different features recorded, and the problems that affected this dataset,

including a few tables, and other statistical analyses as needed.

The TempoDisc [44] is a small wearable device that began being used with the start of Experiment

2 (Figure 3.2). With it, the subject could collect the Ambient Temperature, Humidity, Dew Point,

and Pressure around them as it monitored each of these metrics per minute. The device was fitted

on the subject’s keychain which they took with them everywhere. After a few days of data collection

exporting the data through their smartphone was required for the data on the device to not be

overwritten. Once the data was exported from the subject’s smartphone in CSV format, it was

collected and combined in the tempodisc_carpentry.ipynb program. A description, snippet, and

statistical description of the data can be seen with Table 3.21, Table 3.22, Table 3.23.

Table 3.21: TempoDisc Description

Unfortunately, in the last weeks of Experiment 2 the device started malfunctioning and would not

sync with the subject’s smartphone, making it impossible for data collection to continue. Ultimately

because of this, the more inconsistent uploading and loss of data, and the data collection being

somewhat erratic, probably due to being inside the subject’s pocket for most of the day, this dataset

was ultimately discarded. A visual inspection of the per-minute Ambient Temperature can be seen

with Figure 3.42.

3.4 Data Carpentry

From our Overall Data Flowchart (Figure 3.3), we can see that the individual and combined data

carpentry items were a significant portion of the work done for this project. We already discussed
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Table 3.22: TempoDisc Data Table

Table 3.23: TempoDisc Statistics

Figure 3.42: Ambient Temperature Over Time
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some of the carpentry that went into each of the individual data sources, but we will examine that

and the combined data carpentry in more detail now.

The Mood Form data was separated into the 2020 and Revised versions. The 2020 Mood Form

data had 13 columns dropped from it and any rows that were completely blank were removed. It

was then resampled on the Date columns, inserting any missing dates. The items in this dataset

were then rescaled to the revised Mood Form data scales with the Mood changing from 5 to 0, 6 to

1, 7 to 2, 8 to 3, and 9 or 10 to 4. The majority of the rest of the items were rescaled from 0 to 0,

1 and 2 to 1, and from 3 and 4 to 2. Two of the items, Irritable and Angry were converted into a

single column Irritable/Angry. The Revised Mood Form had any completely blank rows removed

and was resampled on the Date columns for any missing dates as well. Any missing values were

imputed with the median value for that item except for the Weight item which was replaced with

the previous day’s value. There were no additional features created solely from this dataset. A total

of 26 columns including the Date were in the Mood Form Data.

For the Time and Activity Data, the aTimeLogger data was transformed into a wider format

indexed on the Date, with the durations in seconds of each activity per day, the counts of the

instances of each activity per day, and the 7 day rolling average durations in seconds of each activity

per day, for a total of 121 columns including the Date.

The Fitbit Data included the Step Counts per day, Resting Heart Rate per day, Number of Floors

per day, and the general statistical descriptions of the subject’s heart rate rate for each day like the

minimum and maximum, for a total of 12 columns in this dataset including the Date. Any missing

values for the Step Count and Resting Heart rate were replaced with the mean values for those

columns.

The Vitals Data included the subject’s Temperature, Respiration Rate, Heart Rate, Systolic and

Diastolic Blood Pressure, and Mean Arterial Pressure which was created from the Systolic Blood

Pressure multiplied by one-third plus the Diastolic Blood Pressure multiplied by two-thirds for 7

columns in this dataset including the Date.

Once all of the individual data carpentry was done then they could be sent to the combined

carpentry item and joined or merged together on the shared Date column. From there some new

features were created like the previous Date’s lagged or shifted value for each feature and some time

series features like the Month, Day of the Month, Weekday, and Week of the Year.

Overall we were left with 2 final datasets to work with, the data for Experiment 1 and Experiment

2 respectively. After all carpentry was complete, the dataset for Experiment 1 had 1165 rows for

each of the days in the experiment, from 01/01/2020 to 03/10/2023 and 317 columns for each of the
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Mood Form, Time and Activity, and Fitbit datasets. The dataset for Experiment 2 had a subset of

the rows from Experiment 1, from 11/13/22 to 02/04/2023, for 84 rows or days, but included all of

the columns and even expanded those with the Vitals Data as well, bringing the total to 330. With

these 2 datasets we were able to answer all of our questions.

Now we will take a look at some of the relationships between the many variables visible with

these datasets with Figure 3.43, Figure 3.44, and Figure 3.45. While one can examine each of the

features in the entire dataset against one another in this manner, a correlation heatmap reveals the

bigger picture more succinctly such as with Figure 3.46 and Figure 3.47.

Figure 3.43: Mood vs. Gym Durations Seconds
This shows that as the subject spent more time in the Gym, their Mood improved, though the

answer to whether or not one caused the other will be explored later.

With all of the data collected and merged together, the various problems with each dataset

accounted for, and many visual and statistical explorations of the wide dataset, some of the more

advanced statistical analyses and the machine learning pipeline can begin, and our questions may be

answered.

3.5 Statistical Analyses

There were several different statistical analyses that were performed after the data was put into

their final forms. With these tests and methods we were able to answer a couple of our research

questions, namely:

(1) For a single-subject self-experimenter, does gratitude journaling, compared to no intervention,
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Figure 3.44: Step Count vs. Gym Durations Seconds
This shows us the fairly obvious connection between steps and time spent in the Gym, as one

increases, the other does as well.

Figure 3.45: Step Count vs. Internet Durations Seconds
This shows us the opposite, though still obvious conclusion, that as the subject spent more time on

the computer, they spent less time walking.
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Figure 3.46: Mood Data Correlation Heatmap
This shows us the subject’s Mood Data variables correlated against one another, with some not so
obvious relationships such as Weight being related to an improved Mood and a decreased Pain level,
the latent variable in this case likely being time spent in the Gym, though we can not say which

causes the other with just this information.

66



Figure 3.47: Mood vs Time 7 Day Rolling Average Correlation Heatmap
This reveals some of the more interesting connections between the datasets such as how there is a
relationship between the subject’s time spent on the Internet and most of the Mood Data items, like

its positive relationship with Pain, meaning as one increases so does the other.
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improve their mood? and,

(2) Does the mere act of self-experimenting affect the subject’s mood?

Which leaves the other questions to be answered later. So far we have seen how visual analysis

can be used effectively for the subject and other self-experimenters to gain insights about their mental

health, time usage, fitness and physical health, but more advanced statistics were necessary to answer

these questions.

Power analysis was the first statistical test to be conducted. This measures whether we were able

to conclude that the other tests performed have actually answered our questions, or if they were more

likely due to random chance. We performed this test on the dataset for Experiment 2 to make sure

that we would have enough data before undertaking the experiment. We used the power_rm_anova

function through the pingouin Python package to calculate the power needed for the experiment. We

used this test because we would go on to use Analysis of Variance Repeated Measures (ANOVARM)

and Analysis of Covariance (ANCOVA) tests which can be used for within-subject repeated measures

such as this. The power test required 4 of 5 measures to discern the fifth, in this case the fifth being

the power. We were interested in reaching the typical power of 0.80 and found a set of parameters

that fulfilled that goal. These parameters included the typical alpha of 0.05, eta squared of 0.1,

an epsilon of 1 because of there being only 2 phases being repeated, and then because we wanted

to complete the experiment in a reasonable amount of time we found that 3 repeated measures,

or phases, with 28 samples, or days, per measure was enough to reach that threshold. With these

parameters we found that Experiment 2 had a power of over 0.97. With the power analysis complete

we could move on to the ANOVARM, measuring whether there was a significant difference between

the different phases of the experiment for the subject’s Mood.

The ANOVARM compared the separate means of the subject’s Mood for the 3 BA crossover

phases in Experiment 2 (Figure 3.2). In this experiment the subject spent 10-15 minutes per day

gratitude journaling, asking the question of if this activity had any affect on their Mood. According

to our results (Table 3.26) with the p-value below our alpha’s threshold of 0.05, we can say that we

reject the null hypothesis, answering this question and finding that yes; spending time gratitude

journaling, compared to no intervention, does improve the subject’s Mood. Some things to keep in

mind with this result however is that as this is a self-study, it is possible there is bias involved. The

subject may have wanted the outcome and this may have skewed their Mood, affecting the results.

In other types of studies a double blind may have been put in place which would make biases like

this impossible, so that the researcher could not affect the results in this way, but as the subject and

researcher are one and the same this was not possible with this type of experiment. In addition to
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Table 3.24: ANOVARM Data Table

Table 3.25: ANOVARM Statistics

Table 3.26: ANOVARM Results
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the ANOVARM we performed an ANCOVA test as well, with the subject’s Mood as the dependent

variable and the number of times they spent Journaling per day as a covariate we found the same

results, that the number times the subject spent Journaling was again significantly related to their

Mood with an p-value of less than 0.05 (Table 3.27).

Table 3.27: ANCOVA Results

With the first question answered, we can move on to the next. The second question asked

whether the mere act of self-experimenting had an effect on the subject’s mood. By separating the

periods of before and after Experiment 2 started on 11/13/2022 (Figure 3.48), and comparing these

2 groups, we could uncover that answer. The Mann-Whitney U test is used to find whether two

samples are equal or not, and because our samples were of different sizes, 1047 for pre-experiment

and 118 after respectively, and as the Mood feature is ordinal, on a 0 to 4 Likert scale, we met

its assumptions. With the assumptions met we could calculate the test, which we found were not

significant with a p-value above the alpha of 0.05, meaning we failed to reject the null hypothesis

that there was a difference between the 2 groups, as shown in Table 3.28. This means that the mere

act of self-experimenting had no effect on the subject’s Mood.

Figure 3.48: Timeline of Mann-Whitney U Groups

Table 3.28: Mann-Whitney U Results

We have answered a couple of our questions now through statistical analysis, but traditional
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methods like these are not the only way to discern if various features have an effect on another, in

the next section we will explore how machine learning can answer our questions as well.

3.6 Machine Learning

In this section we will be exploring our third question which asks:

(3) Can a personalized machine learning model find the features that affect the subject’s mood

the most?

We explored this question with a Machine Learning (ML) pipeline to find the best model. Ten-fold

cross-validation (CV) was used at each step to find the best model possible, the evaluation for what

denoted the best model in our case being the one with the lowest mean absolute percentage error

(MAPE) score. This meant the best model was the one that predicted the most correct amount of

Mood values. One thing to note here is that as this is a personalized ML approach, what works for

one person may not work for another. If another self-experimenter were to collect the same metrics

with their own personal data, in the same manner as our subject, and input it into the same pipeline,

they may end up with a very different model being chosen to predict their mood. However, an

individualized approach for the self-experimenter to be able to find the features that most affected

their mood, and in the future intervene on these top features, was the goal.

With Figure 3.49 we can see the flow for our ML pipeline. We used the pycaret [45] Python

package to perform this pipeline, which is a wrapper around many other ML packages and tools like

scikit-learn, XGBoost, and LightGBM. The workflow with this package was; (1) setup, (2) comparing

a wide range of models which allowed us to (3) choose the best based on an ensemble blending

method, then (4) tune the best model, (5) evaluate the model, and (6) interpret the model. With this

package the workflow is reproducible for other self-experimenters to create their own personalized

models to predict their own target metrics like their mood.

Before the setup stage was the preprocessing stage which we performed in each of the various

data source’s carpentry stages. In these carpentry stages we typically imputed any missing values for

any of the features with the mean value for that feature, and also engineered new features such as

our minimum and maximum Heart Rate for each day. Within the ML pipeline setup stage are where

the processes of scaling, training, and evaluation were all performed, the scaling done for our data

being the maximum absolute scaler, which scales each feature with the maximum absolute value

found during training, converting the feature onto a scale from approximately -1 to 1.

The next stage involved comparing a wide array of models, with everything from linear regression

71



Figure 3.49: Machine Learning Flow
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and random forests to extreme gradient boosting regressors, 24 in total. For each of the cross-

validation (CV) folds during each of the stages, the values for each fold were randomly selected from

the dwindling portion of the training set after each fold, leaving 10% of the values of the training set

for each of the folds. The 5 best performing of these models, based on the lowest average MAPE

score during these 10 CV folds, were carried over to the next stage.

In the voting stage a voting regressor was deployed to blend the best models. Blending in this

manner is a composite ensemble learning method, the idea behind this method being to combine

several different ML regressors and return their average predicted values. Performing this step can

help a set of different ML models balance out each of their individual weaknesses [1]. Once the best

model was chosen it was sent to the tuning layer.

In the tuning layer the chosen model’s hyperparameters were iteratively changed so that the

best combination of hyperparameters were chosen, maximizing the model’s performance, in our case

the model with the lowest average MAPE during the 10 fold CV. The output of this layer was a

scoring grid with the cross-validated scores of the best model. The search algorithm can be random,

Bayesian, or several others, but in our case was the scikit-learn random grid search which varied

some of the hyperparameters like the number of estimators and leaves.

In the testing layer we evaluated our chosen model on our holdout test set created in the setup

phase which gave us several different scoring metrics to base how well our model actually performed

on unseen data. These metrics include our MAPE score among several others, Table 3.29 showing us

these metrics.

Table 3.29: Machine Learning Results

With our somewhat satisfactory results, despite a low R2 which can be explained by the fact that

we are dealing with a human subject, we can move on to the interpretation of the model, finding the

features that most affected the subject’s Mood.

3.6.1 Personalized ML Feature Importance

One integration with the pycaret package is another Python package, shap or SHapley Additive

exPlanations (SHAP) [46]. This package gives us a different way of explaining the feature importance

for any fitted ML model. SHAP gives us a method to explain how individual predictions are made
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by a ML model, deconstructing a prediction into a sum of the contributions from each of the model’s

features. For each row in the data, the contribution from each feature towards the model’s prediction

will vary, depending on the values of the features for that particular row. SHAP finds this weighted

average marginal contribution towards the model’s score among all possible permutations. This

essentially gives us how influential each feature is towards the prediction of the model and in which

direction.

Figure 3.50: SHAP Feature Importance

This plot shows the features that contribute the most to the subject’s Mood. On the Y-axis

we have the features that were the most important and on the X-axis we have how much those

features have contributed to a lower or higher Mood according to their SHAP value. We found that

the feature Tired was the most important feature in predicting a Mood score, the higher a Tired

value (to the right) was associated with a corresponding decrease in the feature value, which in this

case is Mood. Essentially, as the subject’s Tired increased, their Mood decreased. We get just the

opposite relationship with writing durations seconds 7 day rolling mean which finds that as time

spent writing increases so does Mood. Some features actually contribute more to predicting a lower

mood, but were more sparse so were weighted lower than the features that have more occurrences to

draw from.

Another way to view the relationship between Mood and the other features is with a scatterplot,

in the first two cases, Figure 3.51 and Figure 3.52, some jitter was added since the original non-

scaled values were on a scale from 0, 1, or 2 possible. Since SHAP values represent a feature’s

responsibility for a change in the model output, the plot below represents the change in predicted
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Mood as Tired changes. Vertical variability at a single value of Tired represents interaction effects

with other features. To help reveal those interactions we can color by another feature, which

the package does automatically, finding the next most influential feature, in this case picking

internet durations seconds 7 day rolling shifted as the second-order interaction effect. Another way

to explain this is that if there is a trend upwards then it has a positive relationship with the target,

Mood, and if it is trending downwards then it has a negative relationship.

Figure 3.51: SHAP Correlation Tired Effect on Mood

We have found several features that had an effect on the subject’s Mood. Examining these

features further on by repeating this process, such as by targeting Tired on a subsequent ML pipeline,

may give the subject the ability to iteratively find the features that affect their Mood the most,

drilling down to what the essential cause for their own Great or Terrible Mood actually is. Overall

we have found that statistical analyses and ML can both be used to answer our questions and find

which activities, behaviors, or other tracked features affect the subject’s Mood.
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Figure 3.52: SHAP Correlation Loneliness Effect on Mood

Figure 3.53: SHAP Correlation Gym Durations Seconds 7 Day Rolling Mean Effect on Mood
Though the SHAP values are much lower for this chart, meaning that the feature has much less of
an effect on the target of Mood, this figure shows that as time spent in the Gym increases, Mood

does as well, though not entirely linearly.
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Chapter 4

RESULTS

Many of our questions have been answered through the subject’s N-of-1 self-experiments. The

single-subject performed two different longitudinal experiments, the first over a 3 year period, and a

second of 84 days that overlapped with the first. The subject collected data from 5 different sources;

Mood Data, Time Tracking and Activity Data, Fitbit Data, Vitals Data, and TempoDisc Data,

though ultimately discarding the last. They used Google Forms, Sheets, and their API, a Fitbit

wearable smartwatch and their API, several different Android smartphone apps, and many Python

libraries and tools to extract and ingest, transform, combine, and collate these various datasets

together to answer their questions.

For our first question: (1) For a single-subject self-experimenter, does gratitude journaling,

compared to no intervention, improve their mood? We have found that yes, gratitude journaling does

improve the subject’s Mood. The method for finding this result was through an ANOVARM and

ANCOVA, wherein a p-value of less than 0.05 was reported for both of the tests, thus allowing us to

reject the null hypothesis (Table 3.26, Table 3.27). The data used in this experiment was collected

over three 28 day crossover phases for a total of 84 days in this experiment (Figure 3.2). During the

B sequences of this BABABA study, alternating every 14 days, the subject spent about 15 minutes

per day gratitude journaling, and subsequently not intervening at all on the A sequences.

For our second question: (2) Does the mere act of self-experimenting affect the subject’s mood?

It was found that no, there was no difference in the subject’s mood for the periods of before and

after the second experiment began. This result was found through a Mann-Whitney U test wherein

the p-value was reported to be greater than the alpha of 0.05, meaning we fail to reject the null

hypothesis (Table 3.28).

For our third question: (3) Can a personalized machine learning model find the features that

affect the subject’s mood the most? We found that yes, we can find the most important features
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affecting the subject’s mood, Tired being the feature that affects the subject’s Mood the greatest.

This was achieved through a personalized ML pipeline to predict the subject’s individual Mood rating

(Table 3.29, Figure 3.50). For this 3 year longitudinal study a total of 317 features were collected

on the subject across the domains of mental health, fitness and physical activity, and lifestyle and

time-tracking, including things like sleep, work, and internet usage. These features were acquired

from mood questionnaires, smartwatches, and smartphone apps, and once the study was complete all

of this data was able to be collated together for each day of the entire 3 year period. Through this

ML pipeline we were able to find the features that determined the subject’s Mood, which may be

used as targets for creating new models or as possible topics for interventions in the future, getting

to the root causes affecting the subject’s Mood.

In addition to these questions we also visually explored many relationships within and between

the various datasets, finding many insights on the changing nature of the subject’s Mood, Pain,

Weight, and various time-tracked activities. We also explored these and other features and how they

may have influenced each other with timelines, histograms, scatterplots, and heatmaps, showing

trends and changes in schedules over time.

But what of our fourth question?: (4) Are any of these modes of self-experimenting more or less

difficult to perform or are the outcomes more or less difficult to understand than the others? The

different modes of self-experimenting, namely (A) conducting an AB phase design self-experiment

versus (B) collecting data of any sort as an individual and running it through a ML pipeline, both

come with their own unique challenges and ways to interpret the data. We will discuss this and other

problems and insights found in the next section.
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Chapter 5

DISCUSSION

If a self-experimenter wished to find out if a specific variable or feature were affecting them, such

as a new medication and its effect on their depression, then a more traditional statistical test has a

much more interpretable result. Even if the self-experimenter had little to no statistical knowledge

they could conduct an experiment such as this, performing these statistical tests, and likely interpret

what was or was not a significant result. One advantage of these tests is the relatively short period

of turnaround for finding out whether what they were doing had any result or not. This cannot be

said for the ML method, a much greater amount of data being needed to discern an acceptable result

and predict with any accuracy. The advantage to the ML route though is in the ”throwing science

at the wall” method, collecting whatever possible and seeing what results can be found. One other

advantage to this method is the ability to visually analyze any changes over time for the wide variety

of data and make course corrections of a sort. Perhaps one target is not seeing noticeable changes,

even through various interventions, but the added value from knowing what is affecting them steers

them in directions they would not have known about before data collection. For our fourth question

we find that the data collection is easiest for the ML method, but the interpretation is harder, while it

is just the opposite for the statistical analyses. Conducting a regimented experiment in this manner,

especially sticking to a fixed schedule during normal life while collecting data at nearly the same

time every day for weeks or months, is cumbersome. The insights gained from regular, less intrusive

or time-consuming data collection however, allows for more frequent introspection. There is a certain

economy of scale to self-experimentation data collection as well, in that it gets easier with the more

extensible methods, such as simply adding a new item to a questionnaire.

This study drew heavily from Daskalova et al. [2]–[4], [7] throughout the setup of the self-

experimentation portion, and Shah et al. [1] for the ML portion, wherein the researchers created

personalized ML models for each of the N-of-1 participants with depression in their study. They
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comprehensively took into account various factors that contribute to depression and went even further

to find the features that best predicted each individual’s depression. Much of this study then is a

continuation of their work on personalized medicine and analytics, the goal being to create a more

streamlined way for self-experimenters to actually perform these kinds of analyses and experiments.

In this study however we collected a much different set of features, the more unique among them

being the Time Tracking and Activity Data. With this data source, the Mood Data, Fitbit Data,

and Vital Signs Data, we found several different ways for insights to be gained. Any one of these

sources is able to be taken up at will, wherever the self-experimenter’s interests may lie, each being

relatively low barriers of entry for data collection and analysis individually. The testing and deeper

analysis is a bigger hurdle. There were two different experiments, the first being the main 3 year

longitudinal study. In this study the subject used all of the data except the Vitals Data, and tried

to predict their Mood through an ML pipeline, further seeking the features that most affected it,

ultimately finding that the feature Tired was the main cause. In experiment 2, which was only 84

days long total in comparison, the subject added the Vitals Data into data collection mix and spent

alternating blocks of 14 days gratitude journaling and no intervention at all, finding through the

ANOVARM and ANCOVA tests that it was significantly related to Mood. It was also found through

a Mann-Whitney U test that experimenting had no effect on the subject’s Mood, the groups in this

case being of before and after Experiment 2 began.

One limitation of this study, and one that affects N-of-1 studies in general, is the problem of

having little to no external validity. While this is a significant problem in Random Control Trials

(RCT), this is an acceptable loss here, as the goal is clinical significance for the individual, a more

personalized treatment. One way to solve this problem though, is by pooling a group or cohort of

many different N-of-1 trials, all experimenting in the same way and testing the same intervention as

a meta-analysis [9], [11], [12]. One additional caveat that comes with longitudinal real-world studies

of this type is how the activities of daily living have the potential to interrupt segments of data

collection in numerous ways, such as devices malfunctioning or breaking, data uploads failing, or

work, sleep, and other time commitments and obligations breaking the regular flow of data collection.

Despite this, there are wide implications for personalized analytics and healthcare through self-

experimentation. One of the unique contributions that this study makes is as an avenue for future

self-experimenters, even those with low or no coding or statistics knowledge, to be able to perform

their own analyses or studies. As this project was designed to be target-agnostic, they may go on

to experiment in any number of ways, finding or intervening on the features that affect them the

most personally. Possible features or targets for data collection and self-experimentation are endless,
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including; medications, blood sugar levels for diabetes management, symptom tracking for IBS and

other chronic diseases or illnesses, food and nutrition data like calories or macronutrients, caffeine or

water consumption, fitness and exercise, blood panels, gut and mouth bacteria panels, genetic data,

finances, weather, seasons, or sunlight, computer and internet usage, or reading, writing, or music

listening habits. If it can be quantified, it can be experimented on. Perhaps the most potential for

benefit is with a more high risk or vulnerable patient population like children and infants, who can

benefit from detailed data collection, but do not have the capabilities to do it themselves. A parent

or caretaker could track the child’s weight, food consumption, temperature, or sleep times, and know

when something is wrong. Tracking of this sort opens up the opportunity for one being informed

that they are likely going to be sick or have a medical episode before even they know it, based on

their daily average temperature, blood pressure, or respirations results.

One of the greatest benefits to the methods presented in this study is as a general life-reviewer and

improver, making introspection and self-knowledge easier. Here, through a data-driven approach, we

present methods for self-experimenters that seek personalized treatments of any quantifiable feature,

to be able to easily collect data on themselves from a wide variety of sources, conduct experiments,

test hypotheses, and develop models predicting those features. On the more technical side the

work presented here gives people a set of tools for plotting and statistics related to longitudinal

time-tracking data, making it easier for people to visually analyze and reveal the underlying statistical

distributions of their task or activity based data.

There is also much opportunity for improvement with new integrations or standards. A standard-

ized or default approach similar to other electronic health records that are HIPAA compliant should

be one goal for a platform for self-experimenters. The StudyMe [8], StudyU [9], and Self-E [7] apps,

being the latest at achieving that goal, streamlining the processes of data acquisition, and sharing

the information from N-of-1 trials. What these lack though are the statistical or ML analyses being

integrated within the app for the self-experimenter to be able to understand themselves. The best app

would be one that would make it easier for self-experimenters to perform their own studies, tracking

whatever they wanted, and discovering within the app through the statistical or ML methods which

features were responsible for their target, while also being able to share that data with researchers or

other self-experimenters so that their data can be pooled together so that new and more generalizable

insights can be gained.
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APPENDIX

Table 1: PHQ-9/GAD-7 Questions and Scale
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Figure 1: Fitbit API Data Flow Part 1
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Figure 2: Fitbit API Data Flow Part 2
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